Notes on Evaluation Design
INTRODUCTION

You have designed a product, but now you want to find out if it actually works. How do you test it? Different users respond differently. Even if they all responded positively, how do you know its better than the alternative products? What you need is an evaluation that tests your product the same way a medical scientist tests a new pharmaceutical, or an engineer tests the strength of a new alloy. You need an experiment. 
ETHICS AND EXPERIMENTATION

All experiments include ethical concerns (eg your alloy for a bridge might fail), but the ethical concerns regarding experiments conducted on people are so strong that they require a “human subjects review.” Universities have an “Institute Review Board” that evaluates all such experimental designs, but many teaching activities are exempt. In addition, the federal government has made many teaching activities exempt according to Common Rule (Federal Policy for the Protection of Human Subjects, 45  CFR Section 690), section §46.101-1b regarding “Research conducted in established… educational settings.” Nevertheless, you must place ethical considerations before any other concerns: make sure your products are safe and your evaluations harmless. For example:
1) Participation must be arranged through the school teacher and school administration.

2) Subjects must be anonymous in your written descriptions.

3) No personal information or photos can be obtained without consent. 

4) If disclosure of students’ responses did somehow occur, there cannot be risk of criminal or civil liability or damage to reputation.

5) No students can be denied an educational opportunity simply because you need a control group (more about that later).
EXPERIMENTAL BASICS

Now that you have ascertained the ethical validity of your experiment, you need to think about the data. In the case of an educational technology, your data might be provided by an “evaluation instrument”:

a. An achievement test, ie a series of problems testing their skills or knowledge

b. An attitudes survey, ie testing enthusiasm for a discipline, career interest, etc.
In addition, you can obtain data from an “external” source:

c. Externally obtained data such as grades, college admission and retention, number of trips to the principle’s office, etc.

In experimental terms, the data provide values for the dependent variable, and the presence or absence of the technology would be the independent variable or “intervention.” By giving the same test before and after the intervention, you can get a measure of the impact. Note that this is not “the impact” itself – its more like running a car over speed bumps: you have a measure that tells you something is out there, even if you can’t see it. So we need to do everything we can to ensure our data is reflecting changes from the educational technology and not some other source. We need both internal and external validity.
INTERNAL VALIDITY

Challenges to Internal Validity are challenges that call into question the validity of the experimental results as they relate to the experiment itself.

1. History: This challenge refers to events that take place between the pre and post tests that have some bearing upon the accuracy of the results. For example if the pre-test concerned astronomy, and newspapers featured a new planet that was discovered just before the post-test, it could affect the post-test results. 

2. Maturation: This refers to changes that occur as a result of the passage of time. For example, students may grow older, get tired, or become cynical as time passes, thus skewing the post-test results.

3. Testing: This refers to the effect of the process of testing on the results; for example if children look up the questions they missed on a pre-test, then their improved scores on a post-test would not actually be due to the intervention. Claude Steele’s “stereotype effect” is another example.
4. Instrumentation: This challenge describes the possible errors in the measures used to gather evaluation data. The “instrument” could be pre/post tests of learning, or a machine that measures some physiological attribute, or even a person recording observations. For pre/post tests the problem could be the ability for the tests to detect the changes. Sometimes the problem is difference between control and experimental groups—for example if you improve placement of a microphone or got better at doing observations as you switched from control to experimental you could introduce error. Don’t confuse this with the product you created for learning—this is the evaluation instrumentation.
5. Statistical Regression: This problem occurs when the participants are selected based on their extreme “identity” in a single measure of some attribute. It is a problem because when measured a second time there is a statistical tendency to regress towards the mean. For example the group of students who scored high on a test will tend to score more towards the average on the next test, simply because some of high scores were due to luck. So if the second test is after the experimental intervention the scores will, on average, be lower than they would have been if a group of students with average scores had been selected.
6. Selection: This refers to challenges to the basis for selecting the participants for the intervention. If you ask for volunteers, for example, you might accidentally be gathering individuals who are predisposed toward your intervention. 
7. Experimental Mortality: Refers to the problematic of losing participants during the intervention – i.e. some of the participants who took the pre-test and/or experienced the interventions do not complete the experiment. This can damage the statistical validity, and can introduce confounding variables if the mortality is related to the dependant variable (eg if the worst students are the ones who have the most absences, experimental mortality will make your post-test appear better than it should have).
CONTROL GROUPS AND INTERNAL VALIDITY
Comparison between the “experimental” group receiving your intervention, and a control group which does not, is often the best way to eliminate threats to internal validity. As long as the internal validity threat affects both the intervention and control group equally, the control group comparison will aid the validity. However this raises concerns of its own. For example, selection is especially important if one would like to claim equivalence with a control group, because any attribute—gender, race, age, etc.—might make a difference, so if those attributes are not evenly distributed it could affect your comparison between  intervention and control. This concerns teachers as well. For example, if teachers were able to choose whether they had the intervention or control group, and the best teachers loved innovation, the best teachers could end up with the intervention groups.
EXTERNAL VALIDITY

External Validity refers to the problem of generalizing this beyond the immediate experiment. How do we show that we will get the same results the next time this is done? The short answer is, we don’t. However, it is possible to pay attention to some critical factors that aid the reliability of your results.

1. Interaction of Testing and X: If the pre-test changes the subject’s attitudes, susceptibility etc then it could make it seem as though the intervention had an effect it did not.
2.  Interaction of Selection and X: This challenge simply says that the results are only valid for the unique group comprising the participants. The challenger may point to the basis upon which the group was selected and claim that such a group is vastly different from the general population. For example working on a intervention using music and learning, conducted in a school for musically gifted children, may produce results which, though internally consistent, are only applicable to children gifted in music.
3. Reactive Arrangements: Situations where participants in the experiment perceive “strangeness” in the intervention. For example, being asked to go to a different class and having strangers talk to you for one week about X, could constitute a reactive arrangement that could serve as a barrier to generalization. Also called the Hawthorne Effect.
4. Multiple X Interference: This describes the problem of multiple interventions and the ways in which they may impact each other. For example, teaching math, physics and geography differently in one school. Even with a control group, what is to say that the individual gain in comprehension in each subject is not related to better understanding in the others?

STATISTICAL ANALYSIS of INTERVENTION
Suppose you have pre-test/post-test scores for a group of students and see an improvement. You have scrupulously avoided all the internal and external validity threats. Can you now conclude that the intervention helped them? Not quite. The test scores for any given student will normally fluctuate due to random factors (good sleep, bad mood, forgot an equation, etc). You have to examine the scores statistically to see if the improvement is significantly greater than the random changes (hence the phrase “statistically significant”). Putting a number on how significant –the “confidence level” -- is the key to this measure.
A typical statistical measure for pre/post comparisons is the “paired T-test.” For each student you subtract the post score from the pre score (note that this raises anonymity issues, because the tests have to be identified with the students name—alternatively you can use a code assigned to each student). You then take these pre-post differences and test for statistical significance. The significance is given by a confidence level p. The best significance is p < .001. That means that even if the intervention had absolutely no effect at all, we can expect random fluctuations to produce such pre/post differences in one out of 1000 trials. Other possible levels are p < .01 (meaning it would occur at random in one out of 100 trials) and p < .05 (5 out of 100 trials). Lower than that and you have to report “there was positive improvement but it did not achieve statistically significant levels.”
STATISTICAL ANALYSIS USING QUASI-EXPERIMENTAL DESIGN
How about comparing control versus experimental groups? Here we take the differences between pre and post for experimental, and the differences between pre and post for control, and use the difference between those differences as data to test for significance. This is done utilizing the "T-test for two independent groups" because you cannot pair tests from two different students. Again, the outcome will be in terms of confidence level p. But now you can say that your product is only on effective, but more effective than the product used in the control group! In addition, the use of a control group guards against many of the validity threats. The only drawback is that it takes more time and resources, and it raises ethical problems: you don’t want to withhold something that would help students just to prove your stuff works. So be sure you always provide the intervention for both groups (in other words let the control group have it after you have done the pre/post testing).
